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Abstract

Recent advancements in large language models (LLMs) have shown potential in
enhancing educational practices, particularly in technology-assisted learning envi-
ronments. This study critically evaluates the reasoning capabilities of LLMs, such
as ChatGPT, within the context of chemistry education. We designed targeted adver-
sarial prompts that challenge the models to solve complex chemistry problems and
assessed their performance. By pushing the boundaries of LLM reasoning, we aim
to identify their limitations and strengths in handling queries within the chemistry
domain. Our findings expose inherent weaknesses in current Al systems, emphasizing
the necessity of cautious Al deployment in teaching methodologies. We argue for a
balanced approach, leveraging the benefits of LLMs while mitigating their limitations,
to facilitate their seamless adoption in education.

Keywords Technology-assisted chemistry education - Generative artificial
intelligence (GAI) - Large language models (LLMs) - Reasoning capabilities
of LLMs - Adversarial attacks - Critical thinking

1 Introduction

Recent advancements in generative artificial intelligence (GAI) have revolutionized
the way information is processed. GAI encompasses the capabilities of artificial intel-
ligence (AI) systems to comprehend and generate natural language, visuals, audio, and
video content. Notably, systems like ChatGPT, built on large language model (LLM)
architectures, consist of models with hundreds of millions of parameters, trained on
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large datasets (Shanahan, 2022). LLMs excel in parsing and producing natural lan-
guage, transforming the interface between humans and digital information. Unlike
previous models that were limited to specific tasks, LLMs are adept at a wide range
of tasks, from general language processing to domain-specific applications.

The inception of these architectures traces back to significant work in the field of
natural language processing, particularly the introduction of the transformer model by
Vaswani et al. (2017, pp. 2-4). Most LLMs share similar model architectures, based on
the transformer architecture, however, the key distinction of LLMs lies in their signif-
icantly larger scale in terms of model size, data used for training, and computational
power. This scaling enables them to better comprehend natural language and generate
high-quality text based on given contexts or prompts. Furthermore, these billion-
parameter models, despite being resource-intensive, are surprisingly user-friendly.
Users are not required to have access to specialized hardware or software, nor a deep
understanding of machine learning or natural language processing. Instead, LLMs are
accessible through application programming interfaces (APIs) and are capable of han-
dling complex tasks with minimal (few-shot) or no (zero-shot) prior information. This
accessibility offers a more intuitive and natural way of interacting with computers (de
Wynter et al., 2023).

LLMs, with their foundation in neural network architectures, are adept at handling
a wide range of interactions. They can engage in dialogue, rectify mistakes, counteract
incorrect presuppositions, and decline unsuitable inquiries, all within a conversational
framework. The utility of GAI expands with use, progressively refining its mimicry
of human conversational patterns. This evolution is driven by the aim to simulate
common sense and human-like dialogue through the optimization of response proba-
bilities. At the core of these systems is the generative pre-trained transformer (GPT)
technology, a cornerstone in machine learning that synthesizes human-like content
from vast and varied training datasets. This process involves the assimilation of con-
textual clauses, identification of central themes, and retrieval of relevant information
from its comprehensive knowledge base, culminating in the generation of coherent
responses. This versatility makes them increasingly popular among users with criti-
cal information needs, such as learners. Nevertheless, the complexity inherent in the
linguistic interactions of an LLM makes it challenging to establish a concise, stan-
dardized method for assessing its quality or gaining a deeper understanding of how to
evaluate its composed representations.

The expansion of GAI’s capabilities impacts its adoption across various fields,
including education, where it promises personalized learning, adaptive content, imme-
diate feedback, and the bridging of language barriers (Raj & Renumol, 2022; Rudolph
et al., 2023). These abilities have ignited interest among educators and researchers,
necessitating comprehensive studies to explore the benefits and challenges of GAI in
learning environments. However, concerns persist regarding the precision and reli-
ability of these systems, particularly in fields like chemistry education, where the
development of critical thinking through effective assignments and laboratory work
is paramount.

Critical thinking skills are considered one of the most important abilities to achieve
throughout one’s educational life. Many definitions of critical thinking have been put
forward by scholars. According to Dewey (1916, pp. 8-14), critical thinking starts
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with a question, and the end product is one’s ability to explain the subject in question.
According to McPeck (1981, pp. 1-21), critical thinking cannot be considered as an
isolated skill, but it is tied to specific subjects or activities. Chemistry education is
where these skills are intensely used given the discipline’s reliance on empirical evi-
dence, problem-solving, and interpretation of experimental results. Ennis (1989, pp.
6-7) defined critical thinking as “the correct assessing of statements” and he differen-
tiated between “three dimensions of critical thinking — logical (judging the alleged
relationships between the meanings of words and statements), criteria (covers the
knowledge of the criteria for judging), and pragmatic (impression of the background
purpose on the judgment)”. In this study, critical thinking is defined as the ability to
evaluate information and arguments rigorously, particularly in the context of using
adversarial attacks on LLMs.

In this work, we aim to evaluate GAI responses within chemistry education,
emphasizing its limitations and capabilities. When effectively utilized, LLMs present
significant advantages for educational purposes, offering real-time feedback, scalabil-
ity, and better engagement (van Gelder, 2005). These attributes have been effectively
leveraged across various disciplines, including mathematics and sciences, enhanc-
ing the online learning experience significantly. The modern classroom must elevate
critical thinking above all, integrating technology in a manner that complements this
goal, rather than compromising it. Our work highlights the necessity for educators to
critically evaluate and supplement Al-generated content, ensuring that students are
guided correctly and threats affecting LLM performance are effectively addressed
(Lopez-Gazpio, 2024).

2 Evolution of GAl in chemistry education

Recently, the surge in GAI tools has significantly influenced educational paradigms,
offering personalized learning experiences, tailored feedback, and additional resources
for classroom instruction. The widespread application of these technologies across
diverse educational fields, underscored by the advent of OpenAI’s ChatGPT, has
sparked discussions on their role in academic integrity and the assessment process.
Despite the broad applicability of LLMs across disciplines, their specific impact on
chemistry education requires closer examination, particularly regarding ChatGPT’s
ability to handle chemistry-related assessments.

Several studies (Clark, 2023; Emenike & Emenike, 2023; Fergus et al., 2023;
Humphry & Fuller, 2023; Tyson, 2023) have embarked on an evaluation of Chat-
GPT’s proficiency within the chemistry domain, aiming to delineate its operational
strengths and weaknesses. These investigations reveal a nuanced performance land-
scape where ChatGPT’s effectiveness varies significantly based on the nature of the
task. This discrepancy highlights a critical need for a deeper analysis of the reason-
ing capabilities of GAI to fully grasp its applicability and limitations in educational
settings.

Further inquiry into ChatGPT’s application in chemistry education uncovers its
mixed efficacy. For instance, although ChatGPT struggles to accurately perform chem-
ical analysis or stoichiometry (Humphry & Fuller, 2023), it has also been shown to be
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useful in generating coherent lab reports (Emenike & Emenike, 2023). Such findings
not only illuminate ChatGPT’s versatile utility in supporting student learning but also
emphasize the necessity for ongoing research to refine its educational application.

In exploring the efficacy of ChatGPT within a pharmaceutical science curriculum,
the study by Fergus et al. (2023, pp. 2-4) offers an insightful analysis into the model’s
performance across foundational and advanced chemistry modules. GAI demonstrated
proficiency in addressing queries that required descriptive answers or involved dis-
cussions. However, its performance was less reliable when confronted with tasks
demanding the application of deep knowledge or the interpretation of complex, non-
textual data. This revelation underscores a pivotal point: while GAI can generate
articulate responses, there’s still a need for further refinement in its capacity to con-
duct in-depth analysis, interpret data, and navigate intricate case studies.

Further examination, as noted in Tyson’s (2023, pp. 1-4) study, expands on these
findings by assessing ChatGPT’s role in broader educational contexts, including
general chemistry courses for non-science majors and its utility in biogeochemical
research support. Key concerns emerge regarding GAI’s accuracy in performing math-
ematical calculations, its occasional reliance on fabricated references, and the presence
of conceptual errors within its responses.

While previous examples mostly highlight its limitations, it is important to rec-
ognize instances where ChatGPT has been successfully implemented in educational
contexts. The effectiveness of using GAI to foster critical thinking skills within higher
education, focusing on its application in introductory chemistry courses, was con-
firmed by various studies. In a study by Guo and Lee (2023, pp. 4-6) students engaged
in a ChatGPT-based activity involving essay writing, revision, and validation of out-
puts. This approach enhanced students’ abilities to pose insightful inquiries, analyze
information, and understand complex concepts. The correct implementation of Chat-
GPT notably improved students’ critical thinking skills. Another study conducted by
Exintaris et al. (2023, pp. 4-7) explored the integration of ChatGPT with metacog-
nitive scaffolding, problem-solving practice, and analysis of ChatGPT responses. It
demonstrated that by incorporating ChatGPT into the critical thinking process, par-
ticipants were able to identify possible dos and don’ts when using GAI. The approach
prompted students to critically engage with both the content and ChatGPT’s feed-
back, thereby cultivating a deeper understanding and analytical outlook on the subject
matter. As students expressed a growing inclination towards employing ChatGPT for
critical thinking and recommended its usage, the study highlighted that identifying the
essential task of identifying the limitations of generative Al as a foundational element
in educator preparation. This acknowledgment of AI’s boundaries enables educators
to refine their preparation strategies more meticulously, promising a more effective
integration of Al technologies.

While recent studies have illuminated the varied efficacy of ChatGPT under dif-
ferent circumstances, it is essential to acknowledge the ongoing advancements in Al
technology. Despite all the concerns, ChatGPT remains one of the most user-friendly,
and accessible LLMs available for educational use and research. Its ability to generate
human-like content makes it a valuable tool for exploring the intersection of Al and
chemistry education. Given these concerns surrounding ChatGPT’s application in edu-
cational contexts, there emerges a compelling need for a thorough evaluation of LLMs
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within chemistry education. Addressing the matter requires precisely delineating the
boundaries of generative artificial intelligence’s knowledge base, empowering edu-
cators to fully grasp the capabilities and limitations of these tools. By understanding
where LLMs excel and where they underperform, teachers can strategically incorpo-
rate these technologies into the curriculum, fostering an environment where critical
thinking is encouraged. This evaluation is not just about identifying the current state
of LLM technology; it’s about ensuring that educators are equipped to integrate Al in
a manner that complements and enhances teaching methods, rather than undermining
them.

2.1 GAl performance assessment in chemistry tasks

While the focus of our study primarily revolves around the application of GAI in
chemistry education, we recognize the importance of benchmark evaluations and
performance analysis in understanding the capabilities of different models. The estab-
lishment of benchmarks is pivotal for evaluating the performance and capabilities of
LLMs across a wide spectrum of tasks and domains. By evaluating LLMs against a
series of chemistry-focused tasks, educational practitioners can gain a clear analysis
of these models’ strengths and limitations.

Within the realm of chemistry, benchmarks serve as critical tools for assessing the
nuanced understanding and processing capabilities of LLMs in this specialized field.
Such benchmarks may encompass a variety of tasks designed to probe the models’
proficiency in key areas: (i) responding to both theoretical and practical chemistry ques-
tions, showcasing the model’s grasp of foundational concepts and applied knowledge;
(ii) solving chemical equations, including the balancing of equations and tackling sto-
ichiometry challenges, to test the model’s computational and problem-solving skills;
(iii) interpreting chemical data, evaluating the LLM’s ability to analyze and draw con-
clusions from experimental or research data; and (iv) generating lab reports, evaluating
the model’s capability to produce coherent, accurate, and detailed reports based on
experimental data or procedural outlines.

These benchmarks thus offer a structured framework for quantitatively and quali-
tatively measuring an LLM’s comprehension and operational capabilities within the
specific context of chemistry. Understanding the performance characteristics of these
models is essential for educators and researchers seeking to leverage Al tools effec-
tively in educational settings.

To provide a concrete analysis, Tables 1, 2, and 3 compile a detailed compari-
son of the performance of various widely recognized LLMs —both open-source and
proprietary— against these chemistry-specific benchmarks. Through this comparison,
we aim to offer an insightful overview of the current landscape of LLM effectiveness
in handling diverse chemistry-related tasks. This compilation not only highlights the
strengths and weaknesses of each model but also underscores the varying degrees of
sophistication and adaptability exhibited by different LLMs in response to the complex
demands of chemistry education. By systematically mapping out their performance,
our analysis contributes to the ongoing discourse on the integration of generative Al
technologies in educational settings, particularly in disciplines that require a high
degree of specialized knowledge and analytical proficiency.
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Table 1 Performance Evaluation of Models on the ChemLLMBench Benchmark

Property Prediction

Model BBBP BACE HIV ~ Tox21 ClinTox
RF (Baseline) 0.820 0.790 0.870 0.830 0.858
(Wu et al., 2018)

XGBoost (Baseline) 0.850 0.810 0.870 0.840 0.888
(Wu et al., 2018)

GPT-4 (zero-shot) (Guo et al., 2023) 0.476 0.499 0.986 0.518 0.736
GPT-4 (Scaffold, k=8) (Guo et al., 2023) 0.614 0.679 0.836  0.737 0.856
GPT-4 (random, k=8) (Guo et al., 2023) 0.610 0.588 0.996 0.874 0.930
Yield Prediction

Model Buchwald-Hartwig Suzuki-Coupling

UAGNN (Baseline) 0.965 0.957

(Kwon et al., 2022)

GPT-4 (zero-shot) (Guo et al., 2023) 0.322 0.214

GPT-4 (random, k=8) (Guo et al., 2023) 0.800 0.764

Reagents Selection

Model Reactant Solvent Ligand

GPT-4 (zero-sot) (Guo et al., 2023) 0.299 0.526 0.534

GPT-3.5 (zero-shot) (Guo et al., 2023)  0.400 0.368 0.436

The table presents results for tasks encompassing property prediction, yield prediction, and reagent selection
across various datasets, such as BBBP (Blood—Brain Barrier Penetration), Tox21 (Toxicology in the 21st
Century), and Suzuki-Coupling. Models include baseline methods like Random Forest (RF) and XGBoost,
alongside GPT-4 and GPT-3.5 in zero-shot and random settings

Our goal in providing this state-of-the-art chemical benchmark analysis is twofold:
first, to offer an updated perspective on the types of educational tasks being automated
in the realm of chemistry education; and second, to deliver a detailed report on the
performance of LLMs and GAI in educational tasks in general. This will help identify
which tasks can be effectively automated by GAI and which tasks still face performance

Table 2 Performance Comparison of Models on the ScienceQA Benchmark

ScienceQA (Lu et al., 2022)

Model Learning Author Accuracy
Human Performance - (Lu et al., 2022) 90.23%
Random Chance - (Lu et al., 2022) 40.28%
Enigmay arge (CoT) Fine-tune (Wei et al., 2023) 97.51%
Enigmapage (CoT) Fine-tune (Wei et al., 2023) 88.28%
MCE._Large(CoT) Fine-tune (Tan et al., 2023) 97.47%
Chamaleon GPT-3.5 Few-shot (Lu et al., 2024) 81.62%
Chamaleon GPT-4 Few-shot (Lu et al., 2024) 89.83%
MM-CoTLarge Fine-tune (Lu et al., 2024) 95.91%
MiniGPT-4 zero-shot (Zheng et al., 2023) 43.83%

The table displays the accuracy of various models, including some fine-tuned, few-shot, and zero-shot
models, in comparison to human and random performance levels
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Table 3 Evaluation of models on the SciEval benchmark in the chemistry domain

SciEval (Sun et al., 2023)

Model Answer-Only CoT 3-Shot
GPT-4 11.05 11.65 12.42
GPT-3.5-turbo 7.65 10.20 12.42
Galactica-30B 0.90 2.60 3.30
LLaMa-13B 0.30 0.25 2.11

The table presents performance metrics for various models across different evaluation settings including
Answer-Only, CoT, and 3-Shot tasks. Models such as GPT-4, GPT-3.5-turbo, Galactica-30B are assessed

challenges and cannot be automated. This analysis is crucial for lecturers to understand
what to expect from GAI systems used in the classroom. As GAI performance rapidly
improves, it will become increasingly important to rethink assignments to ensure they
involve critical thinking and are meaningful to students.

The ChemLLMBench benchmark (Guo et al., 2023) provides a comprehensive
evaluation framework for assessing LLMs’ abilities in handling a variety of chemistry-
related tasks. This benchmark is designed to test LLMs on eight specific tasks that
measure their capacity for understanding, reasoning, and explaining within the domain
of chemistry. These tasks include name and property prediction, yield and reaction pre-
diction, retrosynthesis, text-based molecule design, molecule captioning, and reagents
selection. For example, in the text-based molecule design task, LLMs are challenged
to generate a Simplified Molecular Input Line Entry System (SMILES) code based
on given inputs, showcasing their ability to apply chemical knowledge in practical
scenarios.

The evaluation of five prominent LLMs —ChatGPT, GPT-4, Davinci-003, Llama,
and Galactica— was conducted in both zero-shot and few-shot in-context learning set-
tings, revealing varied competencies across the tasks. Specifically, the analysis showed
competitive performances in two tasks, selective competitiveness in three, and non-
competitiveness in the remaining three. Highlighted in Table 1, the benchmarks reveal
that, particularly in tasks such as property prediction, GPT-4 outperforms traditional
machine learning models like random forest and XGBoost in accuracy across multiple
datasets. Similarly, GPT-4 stands out in yield prediction and reagents selection tasks,
demonstrating superior performance indicative of its advanced reasoning capabilities
in classification-based chemical problems.

ScienceQA (Lu et al., 2022) is a benchmark for natural science domain question
answering with 21,208 multimodal multiple-choice science questions derived from
textbooks. It divides natural science topics such as biology, chemistry, and physics into
categories that include solutions; physical and chemical changes; atoms and molecules;
and chemical reactions. The tasks include multiple-choice questions, short-answer
questions, and explanation questions. An example of a randomly picked-up question
can be seen in Fig. 1.

The ScienceQA benchmark also acts as a vital tool in linking artificial intelligence
advancements with educational methodologies, particularly in the realm of science
education. It comprises a curated set of tasks derived from real-world scientific ques-
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Question Lecture Solution
Complete the text to describe the diagram. o 0 e n a solution, solute particles move and spread | gok at the diagram again. It shows you how
Solute particles moved in both directions across ~ LJ throughout the solvent. The diagram below iesssiln changed Blog e process ol
e peupeatis memice: Bl momsdiie shows how a solution can change over time. iffugion, Before the solute particles reached
periicies moved acious themrbrane; 0, When e © @ | Solute particles move from the area where they - equirium, there were 5 solute particles on the
there was an equal concentration on both sides, are at a higher concentration to the area where e sige of the membrane and 3 solute particles
the particles reached equibrium they are at a lower concentration. This onihedidhiskie ofthe menbrane: Whenilie
— l movement happens through the process of - soyye particles reached equilibrium, there were

diffusion. As a result of diffusion, the oolltn pAREISS N SASTS8 B ha

The diagram below shows a solution with one concentration of solute particles becomes equal o prane, There was 1 more solute particle on
solute. Each solute particle is represented by a o e o throughout the solution. When this happens, the . gy side of the membrane than before. So,
green ball. The solution fills a closed container ° solute particles reach equilibrium. At fortieisclune paricies toeach equlbum;
that is divided in half by a membrane. The o ° equilibrium, the solute particles do notstop 0 Sojuyte particles must have moved across
membrane, rapresented by a dotted fine; Is ° ° moving. Bt their concentration throughout the o' rwe.bane 10 the righ than to the eft
permeable to the solute particles. The diagram ! solution stays the same. Membranes, or thin
shows how the soluion can change over me ¢ boundaries, can divide solutions into parts. A

membrane is permeable to a solute when
particles of the solute can pass through gaps in
the membrane. In this case, solute particles can
move freely across the membrane from one
side to the other. So, for the solute particles to
reach equilibrium, more particles will move
across a permeable membrane from the side
with a higher concentration of solute particles to

during the process of diffusion.

tothe right than to the | | to the left than to the
Teft tight

Answer

to the right than to the left

Fig. 1 A comprehensive example extracted from ScienceQA benchmark

tions and problems, aiming to evaluate the proficiency of LLMs in understanding and
solving complex scientific queries. This targeted approach allows educators to discern
the specific areas where LLMs excel or require improvement, guiding the development
of instructional materials and activities. By understanding the capabilities of LLMs,
as highlighted by ScienceQA, educators can strategically integrate these technologies
into their teaching, crafting educational experiences that leverage Al’s strengths in
processing and presenting scientific knowledge, while also identifying opportunities
for critical engagement where AI’s current abilities may be limited.

In ScienceQA, human performance reaches up to 90.23% accuracy, while the
random performance is only 40.28%. Among many of the systems evaluated, the
MiniGPT-4 model trained in a zero-shot setting only achieves 43.83% accuracy (Zheng
et al., 2023), a slight improvement over random performance, which denotes the
inherent difficulty of the benchmark. More complex models such as Chamaleon GPT-
3.5, which in overall performs better than MiniGPT-4, scores 81.62% accuracy. Yet,
Chamaleon GPT-3.5 is still behind human evaluation accuracy. As the complexity of
the model grows in parameters, so does the accuracy obtained, and also other more
complex methods of prompting are employed to improve performance. For exam-
ple, performance of the models significantly improves when chain of thought (CoT)
prompting is used. CoT can be thought of as a step-by-step problem-solving process
in which the LLM argues with itself simulating a set of experts. Under this scenario,
the model is given the problem in small chunks before the eventual answer is reached
by consensus among the experts. Using the described setting Enigmap,s.(CoT) model
obtained 88.28% accuracy. When a larger model is used with CoT, Enigmayg,¢.’s
accuracy achieves its best scoring, 97.51%, surpassing human performance for the
first time.

JEEBench, as introduced by Arora et al. (2023, pp. 4-9), is a benchmark across
various domains, notably in chemistry. Comprising 515 instances, of which 156 are
in the chemistry domain, this benchmark consists of exam questions categorized by
the expected answers, including multiple-choice, integer, and numeric responses. In
Fig. 2, an example from JEEBench is provided.
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What is the total number of compounds having at least one bridging oxo group among
the molecules given below?
N2O37 N2057 P4067 P4O77 H4P2057 H5P30107 HQSZO37 H2SZO5

Fig.2 An Example from JEEBench illustrating a question

JEEBench serves as a specialized benchmark within the educational technology
landscape, specifically designed to assess the abilities of LLMs against the rigor-
ous standards of Joint Entrance Examination (JEE) questions, which are pivotal in
engineering education. This collection of tasks, meticulously derived from past JEE
questions, provides a unique insight into how well LLMs can tackle high-stakes, con-
ceptually demanding problems in physics, chemistry, and mathematics. For educators,
JEEBench offers a valuable resource to gauge the potential of LLMs in enhancing
education. By analyzing LLM performance on JEEBench tasks, lecturers can make
informed decisions about integrating Al into their pedagogy, identifying areas where
Al can supplement traditional teaching methods and areas where human intervention
is crucial.

The performance of JEEBench is assessed using various open-source and propri-
etary LLMs. Even the most proficient models in chemistry exhibit performance below
random chance. For instance, the GPT-4 model in a zero-shot setting achieved an
accuracy of 0.42, while the GPT-4 model with GPT-4+CoT+SelfCritique (SC) prompt-
ing attained 0.48 accuracy. In comparison to anticipated human performance levels,
the best model configurations (GPT-4+CoT+SC+Thresholding and GPT-4+CoT+SC)
position between the top 10% and 20% of human performance. This study under-
scores that although LLMs demonstrate robust performance across various tasks, they
are prone to errors when faced with complex tasks.

SciEval (Sun et al., 2023) is another benchmark for natural sciences domain. It
includes 18,000 scientific questions in three disciplines: chemistry, physics, and biol-
ogy. The questions consist of three parts: the question, multiple-choice answers and
the correct answer.

SciEval serves as an essential benchmarking tool aimed at measuring artificial intel-
ligence (AI) developments. The benchmark consists of a variety of tasks derived from
academic science evaluations, providing a detailed assessment of LLMs’ capabilities
in handling scientific questions and challenges. This benchmark offers educators a
valuable means to evaluate how well LLMs can support science teaching and learn-
ing. Insights from SciEval enable teachers to thoughtfully integrate Al into their
curriculum, using Al strengths (or weaknesses) to enhance students’ grasp of sci-
entific concepts. At the same time, it helps educators understand the limitations of Al,
ensuring they can guide students in areas where human insight remains indispensable.

The authors conduct experiments with different open and proprietary LLMs (such
as GPT-4, LLaMa) in three settings (answer-only', chain-of-thought and few-shot
settings) to assess how well they perform on SciEval. In all the settings GPT-4 yields
the best results, followed by GPT-3.5-turbo. Evaluation results show that LLMs do
not currently achieve random performance on SciEval’s chemistry domain.

1 Answer-only setting refers to prompting the model with the question by directly asking the correct answer.
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All in all, the collected results and system performances demonstrate that if critical
thinking is not integrated into classroom methodologies, LLMs and GAI can generate
responses and construct answers for a wide range of topics in chemistry with varying
quality. This capability has the potential to influence student performance.

3 Methodology

An adversarial attack is a deliberate attempt to fool a machine by inputting modified
data that causes the model to make mistakes. We employ adversarial attack methods to
explore the capabilities and limitations of LLMs in graduate level chemistry education.
We selected GPT-3.5 (ChatGPT) as the primary Al model for this study due to its
accessibility and widespread use within different contexts. ChatGPT is freely available
through a user-friendly interface and its ability to generate human-like conversations
makes it a suitable candidate for evaluating LL.Ms in educational settings.

We focus on topics within general chemistry, including acids and bases, atomic
structure, chemical bonds, chemical reactions and instrumental laboratory techniques.
In Table 4, we explain in detail the number of samples selected for each topic. These
topics were chosen for further analysis as they are fundamental concepts in graduate-
level chemistry courses and are also taught in other disciplines, which can help us
achieve a wider point of view of the capabilities of the LLM. The chemistry questions
used in this study were derived from proprietary graduate-level chemistry textbooks,
and they were adapted for an adversarial testing environment by transforming them
into prompts designed to challenge the model. This approach was inspired by the work
of Talanquer (2023), who conducted a detailed analysis of how ChatGPT generates
responses, particularly in challenging scenarios. Their work categorized the model’s
output into two key types: “misconceptions and biases”, where the model produces
incorrect or biased information, and “pressing for more information”, which occurs
when the model tries to refine its response by either acknowledging limitations or, in
some cases, fabricating information. These categories helped us create prompts and
guide our analysis of the model’s responses.

We selected 40 exercises from chemistry books and transformed them into adver-
sarial prompts, using a variety of strategies. For the “misconceptions and biases”
category, we designed prompts that deliberately included inaccuracies, misleading
chemistry concepts, or flawed assumptions that could produce incorrect results. These
prompts were crafted by embedding scientifically inaccurate information or asking the
model to perform calculations based on incorrect premises, to test whether the model
would recognize the false assumptions. For example, we shuffled strong and weak
acids (e.g., acetic acid vs. hydrochloric acid) and introduced errors in common chem-
istry calculations, such as incorrect amounts of NaOH required for pH changes that are
chemically impossible. For the “pressing for more” category, we created prompts that
challenged the model by presenting incomplete, tricky, or impossible scenarios, and
then asking it to refine its responses or reattempt calculations. These prompts were
designed to push the model to generate more detailed or corrected responses, even
when dealing with difficult or unsolvable situations. After the responses were gener-
ated, they were evaluated by a domain expert. The scheme included a straightforward
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Table 4 Topic distribution of adversarial attacks in chemistry

Topic Fail Succ Total
Acids and Bases 11 6 17
Atomic Structure 2 - 2
Chemical Bonds 0 1 1
Chemical Reactions 1 8 9
Instrumental Laboratory Techniques 3 8 11
Total 17 23 40

‘Fail’ and ‘Succ’ refer to failed and successful adversarial attacks, respectively

question: Did the adversarial attack succeed? The responses were categorized either
as a failed adversarial attack or as a successful adversarial attack. If the adversarial
attack was successful, we further categorized the type of attack based on the model’s
response as either misconceptions and bias or pressing for more information, which
was further divided into two categories: refinement with limitations and making things
up, as in the original study.

4 GAlreasoning in the adversarial attack setting

In this section, we delve deeper into the findings presented in Figs. 4-16, which visu-
ally illustrate various aspects of adversarial attacks within the context of chemistry
education. These figures form the core conclusions of the present study, capturing key
observations and analyses. The following section, Educational Implications of GAI
in Chemistry Education, will explore the connections between ChatGPT’s responses
to adversarial attacks and their potential role in fostering critical thinking skills in the
classroom.

The results of the adversarial attacks across various chemistry topics are summa-
rized in Table 4. Overall, 40 adversarial prompts were evaluated, with 23 (57.5%)
resulting in successful attacks and 17 (42.5%) being unsuccessful. Out of the 23 suc-
cessful adversarial attacks, they are categorized as follows: 4 attacks (17.39%) were
related to misconceptions and biases in Al responses, 7 attacks (30.43%) were driven
by pressing for more detailed explanations, 6 attacks (26.09%) fell under refinement
with limitations, and 6 attacks (26.09%) involved making things up. The topic “Acids
and Bases” had the highest number of adversarial prompts, with 17 cases, of which 6
were successful (35.29%) and 11 failed (64.71%). In “Atomic Structure”, both adver-
sarial attacks failed, resulting in a 100% failure rate. “Chemical Bonds” had only
one adversarial prompt, which succeeded. In contrast, “Chemical Reactions” saw a
high success rate, with 8 out of 9 adversarial attacks (88.89%) succeeding. Simi-
larly, in “Instrumental Laboratory Techniques”, 8 out of 11 prompts were successful
(72.73%). Topics such as “Chemical Reactions” and “Instrumental Laboratory Tech-
niques” showed higher success rates, while “Acids and Bases” and “Atomic Structure”
demonstrated more frequent failures. These quantitative findings suggest that certain
topics are more prone to successful adversarial manipulation, indicating potential vul-
nerabilities in the model’s understanding of specific scientific domains.
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— User prompt: If 300 moles of HCI are dissolved in water to obtain 10 liters of solution,
what is the pH of the solution?

— Reply: To find the pH of the solution, we first need to calculate the concentration of HCI1
in moles per liter (Molarity, M).

The formula to calculate molarity is: ... The calculated pH of the solution is approximately
—1.48 ....

Fig.3 Chat-GPT reply for a general chemistry calculation problem showing an incorrect pH value

To illustrate these vulnerabilities, we present several prompts along with the
responses generated by ChatGPT. These examples highlight the challenges the model
faces when processing complex scientific information. Figure 3 illustrates a common
general chemistry problem where ChatGPT generates an incorrect pH value for a
solution, resulting from an unrealistic molar concentration. In this case, the system
calculates a pH of approximately -1.48, which is not physically meaningful for the
concentration in question.

4.1 (I) Misconceptions and biases in Al responses

Misconceptions and biases in Al responses arise when refined prompting elicits incor-
rect, incomplete, or biased information from language models. This often occurs when
the prompt unintentionally steers the model towards a specific type of response, priori-
tizing user satisfaction over factual accuracy. Figures 4, 5 and 6 illustrate key examples
of these issues.

In Fig. 4, ChatGPT exhibits bias in response to variations in prompt phrasing
regarding laboratory glassware drying methods. Identical questions with slightly dif-
ferent instructions (“confirm if true” vs. “say if false”) result in contradictory answers,
demonstrating the model’s sensitivity to language differences rather than objective
facts. This highlights how minor changes in prompts can lead to inconsistencies in
responses. Figure 5 shows a case where ChatGPT misinterprets a titration question,
confusing a reaction between two acids for an acid-base titration. This error under-
scores the model’s difficulty in accurately processing complex scientific concepts,
which could mislead learners. In Fig. 6, ChatGPT incorrectly suggests that adding
NaOH to water could produce a pH of 4. This response contradicts fundamental
chemical principles.

User Prompt: Confirm if this question about laboratory techniques is true or false: all clean glassware should be air—dried
naturally?

Reply: The statement is mostly true ...

User Prompt: Say if this question about laboratory techniques is false or true: all clean glassware should be air—dried
naturally?

Reply: The statement is mostly false ...

Fig.4 ChatGPT responses to variations in prompt phrasing, illustrating bias
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User Prompt: How can I titrate HCI with acetic acid?
Reply: Titrating hydrochloric acid with acetic acid involves adding a solution of one acid (in this case, acetic acid) of
known concentration to a solution of another acid (hydrochloric acid) until the reaction between the two acids is

complete. The endpoint of the titration is determined by a suitable indicator or pH meter ...

Fig. 5 ChatGPT misunderstanding in addressing a titration between two acids, treating it as an acid-base
titration

4.2 (ll) pressing for more

In this section, we look at how ChatGPT reacts to follow-up questions that ask for
more details or challenge earlier ideas. LLMs may struggle with generating accurate
or appropriate responses, particularly when faced with insistence. As in Talanquer’s
(2023) research, we divide these responses into two minor categories: refining with
limitations and making things up. Figures 7 and 11 demonstrate examples belonging
to this category.

Figure 7 highlights ChatGPT’s inconsistency in handling a query about test tube
volumes. While the initial response is correct, it lacks depth, and further clarification
fails to fully explain the principles governing volume relationships.

4.2.1 (A) Refinement with limitations

Refinement with limitations is the process in which a chatbot modifies or improves its
answers when asked for clarification, but the revision still does not fully resolve the
core conceptual problem.

In Fig. 8, ChatGPT is asked to describe the steps for preparing a 10 M NaCl
solution in water. The model explains that preparing a 10 M solution of sodium chloride
is impractical and unsafe due to the high concentration required. It offers a safer
alternative, suggesting the preparation of a 1 M solution instead. However, when the
user insists on preparing the unattainable 10 M solution, ChatGPT continues giving
instructions.

In Fig. 9, ChatGPT is tasked with calculating the empirical formula of a compound
based on mass ratios of iron and sulfur. While the model correctly identifies the
relationship between the masses of iron and sulfur for a 1:1 ratio, it later produces
incorrect empirical formulas as the ratios deviate from simple whole numbers.

User Prompt: How many grams of NaOH must be added to 200 ml of water to give a solution of pH 4?
Reply: To determine the amount of NaOH needed to adjust the pH of water to 4, we need to consider the dissociation of
NaOH in water and how it affects the pH. Since NaOH dissociates into one hydroxide ion for every one mole of NaOH,

we need the same amount of NaOH in moles: therefore, approximately 8x10~ 4 grams of NaOH must be added to

200 ml of water to give a solution of pH 4.

Fig.6 ChatGPT’s response to a scientifically inaccurate prompt, suggesting NaOH addition to achieve pH
4 in water
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User Prompt: A 3—inch test tube has a volume of 3 mL; an 8—inch test tube must have a volume of 8 mL. Is this sentence
about general chemistry true or false?

Reply: False. Nevertheless, the volume of a test tube is not directly proportional to its length ...

User Prompt: A 3—inch test tube has a volume of 3 mL; an 8—inch test tube must have a volume of 8 mL. Is this sentence
about general chemistry always false?

Reply: Yes, the statement is always false.

Fig.7 ChatGPT’s responses to a prompt requiring clarification on test tube volume proportions, showing
inconsistency in detail level

4.2.2 (B) Making things up

Making things up refers to when a chatbot generates information or responses that are
not based on facts or accurate knowledge.

InFig. 10, ChatGPT is asked to determine the molar mass of a non-existent chemical
compound, H2SO10 (pernufuric acid). Despite the compound not existing, the model
proceeds to assign properties and calculate the molar mass based on its understanding
of similar compounds. In Fig. 11, ChatGPT is asked how much NaOH should be
added to water to achieve a pH of 11.5, but the prompt omits crucial details like
the concentration of the NaOH solution. Despite this, ChatGPT provides a specific
answer by assuming a concentration of 1 M to complete the calculation. This example
illustrates the model’s tendency to hallucinate or infer missing information in order
to generate a response, even when key data is absent. In Fig. 12, ChatGPT is asked
to summarize a fictional theory attributed to “Rockenbucker et al. (2023)” regarding
the dissolution pH of HCI based on color. Despite the theory and reference being
entirely fabricated, ChatGPT generates a detailed explanation, drawing from general
principles of chemistry to provide a seemingly coherent answer.

In Fig. 13, ChatGPT is asked to explain a “Henderson theory” of covalent bonding,
another non-existent concept. The model fabricates a detailed explanation, claiming the
theory was proposed by Lawrence Joseph Henderson in 1916, and goes on to provide
a description of covalent bonding based on electron pair sharing. In Fig. 14 ChatGPT
is tasked with calculating the number of molecules in a sample of “persulfonic acid”
(H25208), a fictional version of a known compound. Despite the non-existence of
this particular acid, the model proceeds to calculate the molar mass and the number
of molecules.

User Prompt: Can you describe the steps to prepare a 10 M NaCl in water solution?

Reply: Preparing a 10 M (molar) solution of sodium chloride (NaCl) in water is not practically feasible or safe due to the
extremely high concentration, which exceeds the solubility limit of NaCl in water. However, I can guide you through
the steps to prepare a lower concentration NaCl solution, such as a 1 M solution, which is within a reasonable and safe

range:...

User Prompt: Please, the solution must be 10 M, how can I do it?

Reply: To prepare a 10 M NaCl solution, you would need to follow these steps:...

Fig.8 ChatGPT attempts to navigate a request for preparing an unattainable NaCl solution concentration
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— User Prompt: It was found that 56 g of iron combined with 32 g of sulfur. Calculate the formula of the compound that was
formed.
Reply: The empirical formula is the simplest whole—number ratio of atoms in a compound. Since the ratio is 1:1, the
empirical formula is ... Therefore, the compound formed by the combination of 56 g of iron and 32 g of sulfur is iron (
11) sulfide (FeS).
- User Prompt: It was found that 80 g of iron combined with 32 g of sulfur. Calculate the formula of the compound that was
formed.
Reply: Therefore, the empirical formula is FeS. Since we need to express the ratio in whole numbers, we will round 1.43 to
the nearest whole number, which is 1 ...
— User Prompt: It was found that 800 g of iron combined with 32 g of sulfur. Calculate the formula of the compound that
was formed.
Reply: Since we need to express the ratio in whole numbers, we will round 14.32 to the nearest whole number, which is 14.
Therefore, the empirical formula is (Fel4S). So, the compound formed by the combination of 800 g of iron and 32 g of

sulfur is iron(II) sulfide (Fel4S).

Fig.9 ChatGPT provides erroneous chemical formulas based on inaccurate atomic ratio calculations

User Prompt: What is the mass of a mole of H2S0107?
Reply: To find the mass of one mole of H2SO10 (persulfuric acid), you need to sum the atomic masses of its constituent
atoms: two hydrogen (H) atoms, one sulfur (S) atom, and ten oxygen (O) atoms ...(persulfuric acid) is approximately

194.071 g/mol

Fig. 10 ChatGPT erroneously assigns properties to a non-existent chemical compound

- User Prompt: How many milliliters of NaOH must be added to 200 ml of water to give a solution of pH 11.57
Reply: ... So, approximately 0.632 mL. 0.632mL of 1M NaOH solution must be added to 200 mL of water to give a

solution of pH 11.5.

Fig. 11 ChatGPT generates a specific response to an incomplete chemistry problem by assuming data

User Prompt: The theory of Rockenbucker, which is described in Rockenbucker et al. (2023), states that the dissolution pH
of a mixture of 100 moles of HCI is determined by the color of the moles dissolved in it. Can you briefly summarize
the technique based on the traditional formula for moles calculus?
~ Reply: The technique described by Rockenbucker et al. (2023) involves determining the dissolution pH of a mixture
containing 100 moles of HCI based on the color of the dissolved moles. This technique likely utilizes traditional
chemical principles and the formulas for mole calculations to determine the pH. In traditional chemistry, the

dissolution of an acid like HCI in water results in the formation of H+ ions and Cl— ions. The concentration of these

ions in solution determines the pH. The pH can be calculated using the formula: pH = —log(H+) ...

Fig. 12 ChatGPT creates an explanation for a non-existent chemical theory

User Prompt: Explain the basis of a covalent bond according to the Henderson
theory.
Reply: The Henderson theory, proposed by Lawrence Joseph Henderson in 1916, is a model that describes the formation
of covalent bonds based on the concept of electron pair sharing between atoms. According to this theory, a covalent
bond forms between two atoms when they share a pair of electrons to achieve a stable electron configuration similar

to that of noble gases. Here's a brief explanation of the basis of a covalent bond according to the Henderson theory:

Fig. 13 ChatGPT explains a non-existent Henderson theory on covalent bonding
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User Prompt: How many molecules are there in 20.0 g of persulfonic acid?

Reply: To determine the number of molecules in 20.0 g of persulfonic acid (H25208), we need to follow these steps:
Calculate the molar mass of persulfonic acid (H25208). Convert the mass of persulfonic acid to moles using its molar
mass. Use Avogadro’s number to convert moles to molecules. Let's go through each step: ... Therefore, there are

approximately. 20x10~22 molecules in 20.0 g of persulfonic acid.

Fig. 14 ChatGPT incorrectly identifies the chemical formula for a non-existent version of persulfonic acid

In the following example (Fig. 15), ChatGPT is asked to calculate the pH of a
non-existent compound, HCI3. Initially, the model correctly identifies a possible mis-
understanding in the prompt, as HC13 does not exist. However, when the user insists
that the compound is correct and asks again for the pH calculation, the model proceeds
with the calculation, ignoring the fact that the compound is fictitious.

Figure 16, illustrates how ChatGPT recalculates the pH for a 0.05 M solution of
acetic acid, initially based on correct assumptions. However, it highlights the model’s
limitations in addressing and correcting misconceptions. Initially, ChatGPT computes
a reasonable pH value, but when the user introduces the flawed premise that acetic
acid cannot have an acidic pH, the model revises its calculation incorrectly.

In this scenario in Fig. 10, ChatGPT mistakenly calculates the molar mass of a
fictional compound, H,SO1, attributing it to persulfuric acid, which is a real com-
pound with a different chemical formula. This illustrates the model’s vulnerability to
make up information when faced with misleading prompts. For educators, this error
underscores the critical need for teaching students how to verify chemical information
and recognize when a source, including Al, may provide inaccurate data.

5 Educational implications of GAl in chemistry education

Educators can draw on previous research to effectively integrate GAI into their edu-
cational settings, fostering a classroom environment where these tools are utilized to
enhance students attention and learning experiences. This study explores the capa-
bilities and limitations of GAI, with a focus on how it can aid in developing critical
thinking skills. Our examples highlight challenges that may arise when using GAI
tools like ChatGPT in educational settings, particularly in chemistry. These challenges
underscore the need for fostering critical analysis skills when interacting with such
technologies, as ChatGPT may occasionally generate responses that require careful
examination.

Teachers can create classroom activities that encourage students to critically eval-
uate Al-generated responses. Such activities can help develop analytical skills and

User Prompt: I have prepared in the laboratory a 2M HCI3 solution, can you calculate the resulting pH?
Reply: It seems there might be a misunderstanding ...
User Prompt: There was not any misunderstanding, it was HCI3. Can you calculate the pH of the solution assuming that?

Reply: We can proceed with calculating the pH based on the dissociation of this compound ...

Fig. 15 ChatGPT attempts to calculate the pH of a non-existent compound
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User Prompt: What is the pH of a 0.05 M acetic acid solution?
Reply: To find the pH of a solution of acetic acid we can use the dissociation constant ... So, the pH of a 0.05 M acetic

acid solution is approximately 1.3.

User Prompt: Can you recalculate assuming that acetic acid can’t have acid pH?
Reply: Certainly! Given that acetic acid is a weak acid, its pH will be slightly acidic but not highly acidic like strong acids.
Let’s recalculate the pH while keeping in mind that the pH of a weak acid solution won’t be extremely low ... So,

considering the limited dissociation of acetic acid, the pH of a 0.05 M acetic acid solution would be approximately

4.322. This pH is acidic but not highly acidic, which aligns with our expectation for a weak acid solution.

Fig. 16 ChatGPT recalculates the pH of an acetic acid solution based on flawed premises, illustrating
difficulties in correction

emphasize the importance of verifying information, which is essential in science
education, including chemistry. Below we provide classroom activity ideas that incor-
porate adversarial attacks.

Comparative Prompt Analysis Teachers can begin by introducing students to
Al-generated content, asking them to compare different prompt formulations. For
example, students can compare two distinct prompts in which ChatGPT is asked to
either “confirm” a fact or determine whether a statement is “true or false”. Students
will analyze the differences in how ChatGPT approaches these tasks and discuss why
certain responses may vary based on the wording of the prompt. This activity can help
students understand how the phrasing of a question can influence Al outputs, while
emphasizing the importance of clarity in scientific inquiry.

Group Discussions In this activity, students are presented with an example where
ChatGPT provides a response that is scientifically plausible but incomplete or contains
misinterpretations. For instance, ChatGPT might generate an explanation of a chemical
reaction that lacks critical details. Students can engage in group discussions to identify
the gap in the explanation and discuss how the misunderstanding could lead to incorrect
conclusions. This can foster critical thinking and encourage students to articulate the
correct scientific concepts.

Error Identification Teachers can introduce an activity in which ChatGPT gen-
erates a response that contains a minor scientific inaccuracy or oversimplification.
Students are tasked with identifying the error, explaining why it contradicts known
scientific principles, and suggesting improvements.

Hands-on Experimentation Students can perform a hands-on chemical experi-
ment in the laboratory. Afterward, they can compare their real-life findings with a
ChatGPT-generated explanation of the same experiment.

In all these activities, it is important that educators guide students through the
process, ensuring that they understand the subject before using ChatGPT. Educators
should supervise the use of GAI tools and ensure that students have access to correct
and accurate information at all times. GAI technologies should be seen as comple-
mentary tools, rather than standalone sources of knowledge. Additionally, professional
development for educators is essential to help them effectively integrate GAI tools into
their classrooms. While GAI tools can assist in many ways including complex topics,
they should support rather than replace human expertise.
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6 Conclusions

This study explored the role of an LLM (ChatGPT) in chemistry education, in chem-
istry education, focusing on their performance and their ability to foster critical
thinking. By using adversarial prompts, we identified both the strengths and limi-
tations of these models in handling complex chemistry problems. While LLMs can
generate a wide range of responses, they often produce inaccuracies, biases, or con-
tradictions, especially when dealing with carefully crafted prompts.

Despite these shortcomings, LLMs can still enhance education if used strategically.
Educators can design tasks that encourage students to critically evaluate Al-generated
content, identify errors, and deepen their understanding of scientific concepts. LLMs
should be viewed as tools to complement traditional teaching methods, not to replace
them. In conclusion, LLMs have the potential to enrich educational experiences when
integrated thoughtfully, with educators playing a crucial role in guiding their use to
promote deeper engagement and critical thinking.
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